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1 Examples for Systems of ODEs
1.1 Higher order ODE — First order system

Every (single) ODE of higher order can be written as a system of first order, by introducing the
intermediate order derivatives as new unknown variables. For instance, take the familiar forced
oscillator from M231:

my" + by + ky = acoswt

can be written as first order system by introducing the velocity v = 3’ as a second unknown
function:
Yy =v
v = %’v - %y+ - cos wt

1.2 Predator—Prey Model

Let F' be the number of foxes and R be the number of rabbits in a habitat. (Maybe think of
them rather as the number of thousands of individuals, so that it is a good approximation to
view F' as a real number, not an integer. A reasonable model is the following:

R'(t) = a1 R(t) — by R(t)F (1)
F'(t) = —asF(t) + boR(t)F(t)

ay is the net growth rate (= birth rate minus natural death rate) of the rabbit population in
the absence of predators (foxes). The model assumes abundant food supply for the rabbits.

R(t)F(t) is proportional to the probability of a random encounter of a fox and a rabbit. Such
an encounter will, with a certain probability, decrease the rabbit population (because the rabbit
ends up on the fox’s dinner plate). All these proportionality factors are combined in b;. These
encounters will also, indirectly, tend to increase the fox population, because after dinner, the
fox can go home and think of increasing the family size, whereas, in the absence of dinner, the
fox will die instead. This effect is incorporated in the parameter bs. a9 is just the death rate of
the fox population in the absence of food.

It may be sensible to modify the model so that the rabbit population could not grow indefinitely,
even in the absence of foxes. Then the population would be limited by limited food supply and
spreading of diseases; the modified equation for the rabbits could then be R'(t) = ayR(t) —
biR(t)F(t)—c1R(t)?. These models should be understood qualitatively, not quantitatively. They
are meant to understand changes in the population over time, not to predict the population size
with, say, accuracy of 1% or less.

1.3 Orbit of a Planet

Using the fact that the sun is much heavier than the earth, we make the simplifying assumption
that the sun is at rest and provides the force of gravity that keeps the earth on its orbit. In
reality, the sun will wobble a little bit, because the earth is pulling on the sun with the same
force as the sun is pulling on the earth. But the effect of that same force on the much heavier



sun is negligibly small. — If we chose not to neglect this effect, we would still get essentially the
same equations, after a bit of mathematical massaging. But we do neglect it here, for simplicity.
We also anticipate that the orbit of the earth will lie in a plane, so we can describe the position
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wz], and its velocity by a 2-component vector

of the earth by a 2-component vector & = [

v = [“1] = [i:l] If we did not anticipate this fact, we would have to use 3-component vectors,
2
and a bit of mathematics would conclude from the ODE that we are about to set up, that the

orbit is actually confined to a plane. Again for simplicity, we start with 2-component vectors.

We put the origin of the coordinate system in the position of the sun. Newton’s law of gravity says
that the force is GmM/|z|?, where m and M are the masses of the earth and sun respectively
and |z| is the distance sun-earth. G is the constant of gravitation. The formula GmM/|z|?
only describes the absolute value, not the direction of the force. The direction goes toward the
sun, and the unit vector in this direction is given by —x/|z|. So, by Newton’s law of motion,
mass xacceleration = force, we get the ODE

" mMG

ma' = o

This is actually a system of two second order ODEs, because ¢ is a two—component vector. It
can be written as a system of four first order ODEs:
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v) = —MGa; /(a3 + 23)%/?
vh = —MGuxo/(z? + x%)?’/Q

1.4 Phase space

The set of all possible “states” a system can be in is called the phase space. In other words, the
phase space is the set of all possible data that could be used for an initial value problem. In
the example of the population model, we would need to specify the population sizes R(tg) = Ry
and F(tg) = Fy of either species at some initial time ty. These would be nonnegative numbers.
The phase space would then be the set of all reasonable pairs of numbers (Ry, Fy) namely the
set [0, 0o % [0, oo].

In the case of the planet, the initial data would be the initial position &(tg) and its first derivative,
the initial velocity v(tg), because the ODE is a second order ODE. With x(tg) and v(¢y) each
consisting of two components, that’s altogether four parameters, corresponding to the fact that,
if you write the equations as a system of first order equations, you have four ODEs.

The number of quantities you need to specify for an IVP is also called the dimension of the
phase space. For the population model, it is 2, for the planet it is four.

We tend to use the word “phase space” only in those cases, where the rhs of the ODEs does
not contain the independent variable (usually the time ¢). This was indeed the case for the two
examples just discussed, but not for the forced oscillator
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my" + by’ + ky = acoswt o Y B Yk a
v = U — Y+ - coswi

It is for this reason that I have avoided this example for illustrating the concept “phase space”.
However, we can use a trick to make the independent variable ¢ “disappear” from the right



hand side: we call it 7 instead of ¢, pretend that it is yet another unknown function 7(¢) that
satisfies the ODE 7/(¢) = 1 and the initial condition 7(0) = 0. Of course this ODE can be solved
immediately, and the solution is just 7 = ¢, so 7 and ¢ are actually the same. If you think the
main task for an ODE is to find a solution as a fromula, then this little quirk, namely to rename
t into 7 and to pretend it is an unknown function, will be absolutely pointless to you. However,
for the geometric ideas that we are going to encounter when we draw pictures of the “phase
space” below, this quirk makes sense. In the example, we would rewrite

! DEPENDENT VAR.

H3|e‘-e

! INDEPENDENT VAR.

z =Y in the form !
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and now, indeed, there is no ¢ around any more. Our initial data would be y(0), v(0), and
7(0) = 0. This is why we would call the phase space for the forced oscillator three-dimensional,
rather than two-dimensional. In the absence of the driving force a cos wt, we would not need the
extra equation to hide a t, and then the phase space would be two-dimensional.

1.5 Drawing a phase space for an ODE

Drawing a phase space is not difficult, but it is different from the graphs you have seen so far, so
you must watch out that you don’t confuse the different types of pictures. Here’s an example:

The ODE 3’ = y has the solutions y(t) = ce! with ¢ any real number, to be determined by the
initial values. You used to draw these solutions as graphs:

y The phase space is gy
designed to ignore
the time coordinate.
In the particular
example, it is one-

Now this should y
be incredibly bor-
ing, because you
don’t see anything
of the solutions [

dimensional: you :
need only one real any more. Let’s '
— initial value problem; some. trace of the ,
T solutions. The so- |

so in this case, our
phase space consists
just of the real line.
We draw it vertical
in this example, for
better comparison:

lution with initial
value y(0) = 0 is l
identically 0: when
you start at 0, you
rest there forever.

This solution is represented by a bullet at 0 on the y-axis (phase space). If you start at some
y(0) > 0, the solution is increasing; so we draw upwards arrows at positive y. These arrows
will be longer, the farther up we are, because the slope in the graph on the left (namely the
rate of increase) is larger there. I should draw the arrows on the axis, but I draw them slightly
to the side, so you can better see them. The phase space together with the arrows is called a
phase portrait of the ODE, and we will usually draw this type of picture for a two-dimensional
phase space. In that case, the figure on the left (with the time axis still included) would need
to be three dimensional, which is inconvenient. Some geometric intuition gleaned from two-
dimensional phase portraits will also be useful for higher dimensional phase spaces, even if you



cannot draw them any more.

Let us briefly discuss the phase portrait for the predator prey model, which I am going to simplify
a bit by choosing a1 = by = ag = by = 1. Of course you should then think of R and F not as
the number of individual rabbits and foxes, but as the number of thousands of individuals, or
as tons of them. T have not taken care to get biologically realistic parameters.

We find that R(t) = 1, F(t) = 1 is a solution consisting of constant functions, a so-called
equilibrium solution. This is because, for R = F = 1, the ODE yields R = F' = 0. All
equilibrium solutions can be obtained by setting the rhs of the ODE system equal to zero, i.e.,
by solving the algebraic system of equations R— RF =0, —F+ RF = 0. Apart from R+ F =1,
we get the second (trivial) equilibrium solution R+ F' = 0. Now, we choose a small number At,
which will be viewed as a time step. Every point (Ry, Fj) of the phase space can be viewed as a
set of initial values (R(to), F'(to)) at some time 3. To such a point, we attach the vector (arrow)
(Ro— RoFy, —Fy+ RoFy) - At = (R'(tg) At, F'(tg) At). This vector will point to an approximation
of the solution starting at the given initial values at time ty + At.

In this particular example, vectors attached to points at the horizontal line F' = 1 will be vertical,
because, if F =1then R =R—-— RF=R—- R=0.

The graph shows some of the vectors with the choice At = 0.3.
It is clear from this picture how, roughly, the
\ \ population will change in time: The number
/ / of foxes and rabbits will oscillate around an
equilibrium solution R = F' = 1. What is not
clear from this figure alone is, if
N \ (a) these oscillations will taper off and in
= the long run the populations will converge
T T to the equilibrium solutions (in which case
J t the solution curves (r(t), F(t)) would spiral
/ towards the equilibrium point), or if
-/ (b) these oscillations will remain for all the
time (in which case the solution curves would
- - —= — be closed curves), or if
(c) these oscillations even increase over time

e e (in which case the solution curves would
R spiral out from the equilibrium point, or if
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(d) something more complicated happens (like some oscillations taper off, others not). It actually
turns out (and you are not expected to see this right now) that all solution curves are closed.
This can be seen from a more thorough analysis that we will discuss below.

What you can however see right now is the following fundamental fact: The solution curves
must always be tangential to the vector field. And therefore they can never intersect. For if
they did intersect, then there would have to be two vectors attached at the intersection point.
You may think they could possibly intersect in a way that that they are tangential to each other
at the intersection point, so that the same vector would be tangential to both curves. This
will however also not happen (provided the rhs of the ODE is differentiable), because such an
intersection would still be in contradiction to the uniqueness theorem for the solution of initial
value problems for ODEs. This theorem (which you have briefly discussed for single 1st order
ODEs in 231) holds for systems as well.

X<
<



Having seen these two phase portraits (for 3’ = y and for the predator-prey model), you will
now appreciate that quirky trick for the forced oscillator, where we insisted that its phase space
should be three-dimensional, and that the independent variable ¢ must not appear on the rhs,
at the price of introducing a (pretendedly unknown) function 7 that actually happens to be t.
After all, the vector field which we draw should contain the full information on the ODE. Let’s
assume specific values for our oscillator, say m=1,b=1,k =9, a = 2, w = 5. If we wrote the
oscillator as

y =v

v/ = —v—9y + 2cos 5t
then the vector (v, —v — 9y + 2 cos 5t) to be drawn at point (y,v) of the two-dimensional phase
space would be ambiguous, because it would depend on the time ¢. However, if we take a three
dimensional phase space with coordinates (y,v,7), then at any particular point (y,v, ), we can
draw the unique vector (v, —v — 9y + 2cos 57, 1) commanded by the ODE

y =v
v = —v — 9y + 2cos 5T
=1

Practically, it is not feasible to draw a vector field in R?, but you can certainly imagine such
a thing. For the planet moving around the sun, we even need a four dimensional phase space,
with coordinates (z1,%2,v1,v2), and even the geometric imagination gets lost, not to mention
actually drawing any pictures. Nevertheless, such a geometric approach has still its merits even
then, and the experiences gained in studying two-dimensional (and possibly three-dimensional)
phase portraits provide useful metaphors for what could happen in higher-dimensional phase
spaces. People working in this area of mathematics certainly develop some sort of geometric
intuition even in higher dimensions.

1.6 Conserved Quantities, e.g., for our Predator-Prey Model

Here is a special technique that works for our particular predator-prey model (and a number of
other ODEs, but by no means for all ODEs). Time permitting, we may study it in more depth
later, but for the time being, the technique will just serve the purpose to justify the claim that
the predator-prey model has indeed periodic orbits, and at the same time, we will explore the
phase portrait idea in more depth.

Lest the technique come too unmotivated, I ask you to embrace temporarily the following (plau-
sible, but incorrect) idea: “If the number of foxes goes up, the number of rabbits goes down.
Could it be that, even as the numbers of foxes F' and rabbits R change individually, the sum of
the two numbers, F' + R remains constant?” — Well, the assumption is not even true, because
the ‘southeastern’ part of the phase portrait shows situations where both the number of foxes
and the number of rabbits increase. But we should certainly be able to check (and refute) the
idea by calculation instead of looking at the phase portrait! Indeed, if the idea were correct that
the number of animals (foxes plus rabbits) is constant, then %(F + R) would have to vanish
identically. But from R' = R— RF, F' = —F+ RF, we get 4(F+R) = F'+ R' = R—F, not 0.

But here is a remarkable function f(R,F) that does remain constant in time. Don’t ask me
how to invent it (except by exceedingly good luck, intuition, or ingenuity): f(R,F):= R+ F —
InR—InF.

d d R F'

— F)=— F-1 —InF)=R+F -—-——-—=R-RF-F+RF—-1+F+1-R =
dtf(R’) dt(R+ nR—InF)=R+ 2 F R—R +R +F+1-R=0



This fact will be responsible that the actual solution curves are closed. Before telling you why,
let me make sure that you understand what we have been doing in this one-line calculation.

When we draw phase portraits for ODEs, we can distinguish between features of kinematics and
features of dynamics. The phase space (without the vector field) is part of kinematics: it is a
set of points, each of which represents a conceivable state of the system, i.e., how many foxes
and rabbits there might be at some time. It lacks any information how these numbers are going
to change with time. Kinematics is like an empty stage. The ODE is like a play that is to be
played on that stage. The phase portrait (i.e., the phase space with the vector field) gives us
the dynamics, i.e., it tells us how certain states of the system are actually changing. With the
vector field representing the information from the ODE, we now have a play on the stage.

These concepts can be explored in the planet-sun example, too. There, the phase space is
described by four coordinates, namely the position (z1,z2) and the velocity (v1,v2) of the planet.
This is part of the kinematic picture. It says us that, as long as we do not know the physics of
the movement of planets, i.e., the ODE, it is at least conceivable that the earth will, at some
time, be 500 million km away from the sun and heading straight towards it. In reality, the earth
keeps a distance of about 150 million km from the sun and moves around it in an ellipse, never
heads straight towards the sun. But this is dynamic information, obtained from solving the
ODE with actual initial data.

Now, in the predator-prey model, I have defined a function f(R,F') on phase space. This is
still part of kinematics. f(10,108) is a well defined number that you can calculate, even if in
the given habitat, there will never be 10® (tons of) foxes and never 10° (tons of) rabbits. — In
the planet-sun model, you could similarly define the energy E(z1,z2,v1,v2) 1= 3m(v? + v3) —

GMm/y/x? + 23 as a function on the phase space. If the earth ever were 500 million km away

from the sun, moving with a speed of 100000 km/sec, then its energy would be...: well you
could calculate it, by plugging in the numbers, and you wouldn’t even need to know the ODE
for this.

But in a next step, I have calculated % f(R(t), F(t)), and the ODE was used in this calculation.
So we have now moved from kinematics to dynamics. The variables R and F', have now been
replaced by functions R(¢) and F'(t), functions of time to be specific, and these functions are
meant to be solutions of the ODE. It now makes sense to ask how the composite function
t — f(R(t),F(t)) changes in time, when R and F are actual solutions of the ODE. And the
surprising answer was that this expression f(R(t),F(t)) does not depend on the time, even
though its single components R(t) and F(t) do. However, the expression f(R(t), F(t)) does
depend on the particular solution of the ODE. — Similarly, in the planet-sun example, you would
find that, as the planet moves according to the ODE, its total energy (kinetic plus potential) does
not change. And this observation alone carries already useful information about the dynamics,
because you could argue, for instance: “The earth could never move away from the sun as far
as Jupiter, because its energy would not be sufficient to do so”.

Let’s abstract an important definiton from the above discussion: A function on the phase space
whose value does not change in time when the dependent variables change according to the ODE,
1s called a conserved quantity, or, synonymously, a constant of motion. Conserved quantities
give us partial information about the solution of the ODE. They will usually not be sufficient
to predict what is going to happen, but they place limitations on what could happen. And in
the predator-prey model, this limitation is sufficient to predict that the solution curves will be
closed. How that? Well, have a look at the level lines of f(R,F):=R+F —InR—InF.



2 | f(R,F) has a global minimum
\ at (1,1) with £(1,1) = 2. The
shown level lines from inside
out correspond to levels 2.05,
2.1, 2.2, 2.333, 2.5, 2.7, 3,
3.5, and 4 respectively. If a
solution has initial values on
one of these curves, it cannot
leave this curve, because we
1l | have seen that f(R(t),F(t))
remains constant for all times.
So the solutions are confined
to their respective level lines.
Since all level lines are closed
0.5¢ 1 curves, and since the solu-
tion curves cannot stop on the
level lines, because the vector
(R',F')=(R— RF,—F + RF)
does not vanish anywhere ex-
cept at (R, F) = (1,1), the so-
lution curves must be exactly
the level lines, and the level lines in this example are closed. This observation is confirmed
by the fact that the vectors from the phase portrait are everywhere tangential to the level line
passing through the corresponding point.

1.5}

0 0.5 1 1.5 2 R

This solution method is surprisingly simple: we have not calculated a single antiderivative!
Given that we have paid such a cheap price, where is the catch? — Well, what is missing from
the picture is the time. We have not figured out how much time elapses, say from the moment
we start with initial values (R, F') = (2,1) until the populations have followed a complete loop
along the level line and are back to their original size. To get this information, we might need a
numerical ODE solver. But in spite of the limitation, our model predicts that (unless we start
exactly with the equilibrium populations R = 1, F' = 1, we will always have periodic changes in
either population (albeit with a period that we haven’t figured out yet). The model also predicts
that, if the population size gets changed artificially, say, by our hunting of rabbits, or by a rabies
epidemic, then these changes will have effects that are truly preserved over the centuries. These
effects won’t become severer in a catastrophical way, but they won’t taper off either. Of course,
our conclusion may or may not be true in reality; it all depends on how reliable the model is,
and the model is of course up to questioning.



